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Abstract. This paper addresses the questions “Why is Artificial
Intelligence (AI) killing people?” and “What can we do about it?”
We analyze some fatal AI-involved incidents, focus on how
programming and morality coincide, and discuss how certain types
of programming lead to various levels of predictability in a
system's actions. The incidents discussed are the Tesla Autopilot
crash of March, 2019, the Uber autonomous vehicle crash of
March, 2018, and the 737-MAX crashes of October, 2018 and
March, 2019. To address programming issues, we explore various
methods for encoding moral imperatives. The functional
differences between various decision-making methods, including
procedural programming, declarative programming, data-base
training (both statistical and discrete), neural network training, and
free-mind are compared, along with their likely AI-testing
outcomes and relationships to morals. Finally, we make some
suggestions about future testing methods, hopefully giving us a
better chance at achieving morally compliant, reasonably accidentfree AI.
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INTRODUCTION
This paper addresses the questions “Why is Artificial Intelligence
(AI) killing people?” and “What can we do about it?”. Section 1
will analyze a number of fatal AI-involved incidents. In Section 2,
we will tie that analysis to how programming and morality
coincide. Finally, Section 3 will discuss how certain types of
programming lead to various levels of predictability in a system’s
actions. For the purpose of this paper, we will define AI as an
artificial system that can make complex decisions or plans. We will
limit the discussion to robotic AIs, which are AIs that are used in
the operation of physical systems. We will define an action as
sufficiently “moral” if it is an action which is undertaken within
the bounds of the machine’s job function while avoiding
unnecessary damage or harm.

the ethical perspective. The events we’ve chosen are the latest
Tesla Autopilot crash reported on by the U.S. National
Transportation Safety Board (NTSB), occurring March 1, 2019, the
crash between an Uber autonomous vehicle and a pedestrian,
occurring on March 18, 2018, and the 737-MAX incidents of
October 29, 2018 and March 10, 2019.

1.1 TESLA AUTOPILOT VERSUS SEMI
In the Tesla Autopilot crash of March 1, 2019, the following
facts[1] were reported by the NTSB:
“The posted speed limit is 55 mph. As the Tesla approached
the… driveway, the [tractor/semi-trailer] combination
vehicle pulled from the driveway and traveled… across the
southbound lanes… the combination vehicle slowed as it
crossed the… lanes, blocking the Tesla’s path. The Tesla
struck… the semitrailer… The… Tesla driver died as a
result of the crash. …the Tesla’s Autopilot system—an
advanced driver assistance system (ADAS) that provides
both longitudinal and lateral control over vehicle motion—
was active at the time of the crash. The driver engaged the
Autopilot about 10 seconds before the collision. From less
than 8 seconds before the crash to the time of impact, the
vehicle did not detect the driver’s hands on the… wheel.
…the Tesla was traveling about 68 mph when it struck the
semitrailer. Neither the preliminary data nor the videos
indicate that the driver or the ADAS executed evasive
maneuvers."
Before we go into a discussion of the Tesla Autopilot, we should
define what we think an auto-pilot is, and what we believe most
people think an auto-pilot is. In aircraft, an auto-pilot will
generally keep the plane pointing at a specific way-point or
compass heading, at a specific speed, and at a specific altitude.
Some auto-pilots have additional features (or mis-features as
discussed below). In a road vehicle, we would expect a true autopilot (a device that is only an autopilot) to maintain speed in a
given lane. Any collision avoidance features would be in addition
to that. However, we believe that most people think of an autopilot as something that can completely drive the vehicle on its own.

1 INCIDENTS INVOLVING ARTIFICIAL
INTELLIGENCE AND DEATH
Lately, AI and death have been closely associated in the news.
When that happens, one naturally questions the ethics of the
situation. We want to look closely at a number of situations that
have figured prominently in the news, and take a look at each from
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Figure 1. Tesla's front-page description of their "Autopilot"

As the public hears this sort of thing, many people believe that
an AI killed someone. But, let’s look more closely at the facts:

Tesla markets the “advanced driver assistance system” under the
name “Autopilot”, but the device is not an autopilot, as most
people understand the word (even though it might fit our technical
definition of “autopilot”). It is in fact an assistive system, much
like cruise control. There is a serious possibility that the driver of
the car believed that the device was actually an autonomous
autopilot. If so, there is some shared responsibility on the part of
the driver and of Tesla’s management and/or their marketing
department. Tesla’s Autopilot is not marketed to operate in lieu of
actual driving. According to Tesla's advertising, “All… Tesla cars
come… with… hardware capable of providing Autopilot features
today, and full self-driving capabilities in the future…”. This may
be a bit confusing to the average person, but clearly the car is not
capable of driving itself. Yet, the driver (or perhaps more properly,
occupant) seems not to have been driving the car for at least the
last 8-10 seconds of the trip (due to his lack of evasive action). At
68 mph (13 mph over the limit), the car would travel 30.4m/s.
According to Tesla’s advertising[2], the Autopilot’s cameras can
see 250m (8.2 seconds) with one of its cameras, 150m (4.9
seconds) with its main camera, and 8m (a quarter second) with its
sonar. But, failing that, the sonar system could not have been of
any use at that speed. Clearly, the driver should have been paying
attention. Just as clearly, he was not. But, should Tesla’s Autopilot
device have seen the semitrailer? It would have been nice, but the
fact of the impact shows that there is not enough intelligence in the
Autopilot system to have done it. Maybe the color (or just
brightness) of the trailer versus that of the sky didn’t provide
enough contrast, and maybe there were other reasons. Either way,
there doesn’t seem to be a moral issue here pertaining to the AI
(because the AI did not have enough intelligence in this case to
make any decision, let alone a moral one). Instead, the question
here is who (not what) was at fault.

1.2 UBER AUTONOMOUS VEHICLE VERSUS
PEDESTRIAN

The in-car video shows someone who was supposed to be the
backup driver of the car. For safety reasons, a backup driver is
there to be able to override the car’s AI almost instantly at any time
during the test. For training purposes, the backup driver is there to
show the AI what the better decision is for the given circumstance.
In the video, did not have his hands near the driving wheel, nor
was he prepared to steer. Even worse, he can be seen looking down
at something below dashboard level, and operating it. If you watch
the muscles move in his right arm, you can see that he is operating
some sort of device. Most likely, this incident involves a cellphone. It becomes immediately obvious that the primary moral
failure here is that of the backup driver. He was there to take over
from the car in the event of a problem, and instead was engaged in
a behavior which prevented him from doing so, allowing the
vehicle to kill someone.
The forward-facing video shows someone crossing the street in
a manner hard to see at night. Since visual conditions are more
difficult to process at night, perhaps companies developing and
testing such vehicles should not send such vehicles out at night
until daytime autonomous operation has been mastered. In the
video, likely due to the limitations of the camera system, the
pedestrian is not visible until the last moment. It’s also possible
that the designers of the system had considered only vehicle traffic,
and had not properly considered the potential presence of
pedestrians. Again, this was a multi-part failure on the part of the
company and the car's occupant (who should have been acting as a
backup driver), and only involved the AI in that the AI was
insufficient to the task. It’s also possible that the pedestrian didn’t
pay attention to the flow of traffic.
The following four images were taken at half-second intervals.
Each of these four images contains a picture of the pedestrian with
a bike. We’re relatively sure that our readers will be able to
identify the presence of the pedestrian and/or the bike by the third
frame. But discerning either in time would have been a problem for
any AI algorithm, given the quality of the lighting and sensors.

In the Uber autonomous vehicle crash of March 18, 2018, internal
and forward-facing log videos[3] of the crash were released, along
with a description of the incident.

Figure 3. ~2½ seconds before the accident

Figure 2. The backup driver operating a device.

Figure 4. ~2 seconds before the accident

not have gotten away with any distracted behavior or unsafe
driving practices.
Google’s testing method is almost certainly “supervised
machine learning”. Typically in this method, the development team
first programs the system with any built-in algorithms they believe
necessary from their investigation of how things work and should
work. Then, a person drives the vehicle, and the self-driving
system records the sensor inputs and the drivers’ actions. All of
these “training sets” are then combined, and the system’s overall
notion of exactly what to do under certain classes of circumstances
are compiled from the combined training set Later, in the next
testing stage, the vehicle uses its sensors’ inputs to determine what
to do and then to do what it believes is required. If the human
driver is required to override the vehicle’s driving, then that
override is learned by every vehicle which shares the data. In the
event that a human supervising driver gets the vehicle into a
collision or other accident, then that action is marked as incorrect,
and learned as an incorrect/unavailable action.
The preceding paragraph is not to say that this is exactly how
Google has developed the system—it’s only to say that this is how
supervised machine learning often works in these sorts of cases.

1.3 BOEING 737-MAX VERSUS PILOTS

Figure 5. ~1½ seconds before the accident

Figure 6. ~1 second before the accident

Perhaps better lighting or sensors (such as “Starlight scopes”,
also known as night-vision scopes, which can see in very low light)
for autonomous vehicles is required. Again, though, it’s not a
moral failing of the AI, because once again, the AI didn’t have
enough information (due to insufficient lighting or other sensor
problems) and lacked sufficient intelligence to make a moral
decision.

1.2.1 In contrast
One of us has observed one of Google’s autonomous vehicles in
test. There was a backup driver in the driver’s seat paying attention
to the road, hands about an inch over the steering wheel, ready to
grab it in an instant. There was someone in the passenger seat,
seemingly taking notes. There was also someone in the back seat,
seemingly taking a video. In that situation, the backup driver could

In two fatal incidents involving Boeing 737-MAX airliners[4], a
several-point failure occurred. A sensor system in the wing of the
plane gave improper readings, which then caused the auto-pilot to
believe that the plane desperately needed more speed, which led
the auto-pilot to bring the nose of the plane down, which lost too
much altitude, and ultimately caused a crash.
More specifically, there were a number of failures: First, there
were bad sensors in the wings. This gave improper input to the
auto-pilot, which is a form of robotic AI. The auto-pilot realized
(or more accurately, believed) that more speed would be important.
In a plane, more speed can be attained by increasing the power, by
lowering the nose (diving), and/or by adjusting flaps. Because the
auto-pilot has access to altitude data, it should have been able to
calculate that at the plane’s current altitude, it could not afford to
either descend or stall. (“Stalling” is being at a speed and/or
attitude at which the plane is in free-fall.) Had the system been run
in simulation with a relatively complete training set (full flight
profile recordings, introducing stall warnings everywhere along the
flight paths), the programmers would have realized that their
algorithm was problematic. In this case, due to bad sensor
readings, the system gave the pilots a stall warning. The pilots saw
that the auto-pilot was lowering the nose too much, but
unsuccessfully fought the system to bring the nose up. The pilots
could have turned the auto-pilot off, but either they did not realize
that the auto-pilot was the problem, or did not know how to turn it
off (see below). Although some blame can be put on the pilots,
here, the majority of the blame must be placed on the
manufacturer. In particular, the AI should have involved more
intelligence, such as taking altitude into account.

Figure 7. The control yoke of a Boeing KC-135 with red autopilot cutoff
button

Another key design failure was a change in the auto-pilot
cutoff. For instance, the much older Boeing 707/C-135’s auto-pilot
could be turned off solely by grabbing the “stick” or “yoke” and
touching the red Disengage button (see image to the right[14],
particularly the red button where the copilot’s right thumb is likely
to be), which didn’t take any thought on the part of the pilot—only
instinctive action. On the 737-MAX, a separate “Off” switch has to
be used, requiring actual thought about the cause and the solution
is required, during a panic-inducing situation. In this case, one of
the pilots would have had to lower a switch-guard, and then turn
off the auto-pilot’s control, labeled “STAB TRIM AUTO PILOT”.
(The image shown[15] depicts the other switch-guard lowered.)

signal, which operates equipment remotely. The first fly-by-wire
plane in common use was the Airbus A-320. On June 26, 1988, an
A-320 crashed during an air-show[11]. The fly-by-wire system
may have been involved. When the pilot realized he was too low
and too slow, he boosted power and pulled up on the stick. The
engine speed ramped up over a 5-second period, but the plane did
not clear the trees. According to engine operating
specifications[12], the engine can be operated at 106% of rated
power for brief periods of time without overhaul, but can be
operated at 109% of rated power, which would likely cause
damage to the engine. But, fly-by-wire systems have limited
intelligence. Such a system would likely run the engine at up to
100% of rated power. A pilot in the Airbus doesn’t have the ability
to override “safe” practices. Again calling back to the 707/C-135,
the throttles can be pushed forward to a “piano wire”, which
normally stops the throttles from being pushed forward farther. But
with 75 pounds (34Kg) of pressure, the pilot can push the throttles
past that point, and go to full “unsafe” power. That might have
helped in the Airbus A320's circumstance.

1.3.2 Even earlier
Long before that accident, we heard, jokingly, from a Boeing
employee, “In the cockpit of the future, there will be two seats.
One will be for the pilot, and one will be for the dog. The dog’s job
will be to bite the pilot if he tries to touch anything.” If this
“philosophy” is actually in play, it brings up the moral question of
who or what is to make the final decision in times of crisis.
Although machines might be able to make quicker decisions, the
final life and death decision should always be left to the person.

2 AIs WHICH MIGHT THEMSELVES BE
IMMORAL OR AMORAL
The worst example of immoral or amoral uses of AI is autonomous
killer robots. Unfortunately, the age of killer robots is here[5]. A
Chinese company, Ziyan, is selling armed drone helicopters and
control systems[6] which can autonomously operate, pick out
targets, and fire on them. It can be controlled by “mission and
target templates”, which are likely data-entry forms and sample
images.

Figure 8. 737-MAX Stabilizer Trim cutout switches, one for all control,
and one for autopilot control, with the mail power switch-guard lowered

So, although there is fault to be placed, again, it's not the fault
of the AI’s morals, but one of the points of failure is the AI’s
calculations, which in turn is the fault of both the programmers and
the testers.

1.3.1 An earlier related incident
In the late 1980s, planes were making the transition from direct
pilot control to “fly by wire”. Previously, moving the throttles
pulled cables, which ran over pulley-wheels, which connected to
valves or whatever equipment was required. In a fly-by-wire plane,
moving the throttles (or any other control) sends an electrical

Figure 9. Ziyan armed drone helicopter

A military organization that owns one of these would likely
consider it moral to use, assuming that the unit is operating as
intended. Such an organization would only be putting machines at
risk, rather than their own troops. But, from the ground in the
combat zone, the opposite would likely seem true. Being targeted

by a machine acting outside of human control seems like a bad
situation.
If the templates and sensor readings controlling such a system
are operating properly and as designed, then such a system may be
exactly as moral as conducting warfare using human remote
operators. But, what if the sensor readings are incorrect, or the
template is bad, or the system falls into the hands of statesponsored or independent terrorists? Since this type of system
doesn’t appear to learn anything more than what its templates
provide, it can’t make any moral decisions. This seems like
everyone’s worst AI nightmare.
More importantly, what if those writing the programs (or
instructing the writing of those programs) are themselves morally
questionable? Under the assumption that there is no universally
agreed-upon system of morality, it seems that no matter how a
system is programmed or instructed, there will always be room for
negative interpretation. A tool in the hands of a benevolent
operator is a tool; but any tool easily becomes dangerous in the
“wrong” hands.
Computers (given the current state of technology) lack the
capacity for empathy. Without empathy, the computer itself can be
neither moral nor immoral; it may only follow the instructions it
has been given. Think of a computer as a child who has not yet
developed a sense of morality. A child may be shaped to adhere to
the moral code of those influencing the child. A child may become
good with good influence, or a child may be pressured into morally
questionable involvement, as we see with child soldiers. (This is
not to suggest that outside influences are the sole determiner of an
individual’s moral development, only that children are especially
susceptible to influences from authority. It is also important to note
that there are numerous factors at play which may result in a given
child being recruited for military involvement. Noteworthy factors
include fear, poverty, and societal power of the recruiting
body[13].)
There is no such thing as truly moral or immoral AI, only AI
which has been programmed and/or trained in such a way as to
mimic behavior and decision-making which may be interpreted to
be either moral or immoral.

3 WAYS OF INSTALLING MORALITY
To many, the question of what is moral and what is not can be the
seed of many long and deep conversations and ponderings. To
those that closely follow a particular religion with a codified set of
rules, the notion of what is moral and what is not is delivered to
them without the need for further consideration. To others, there
may be some gray areas. (There are still grey areas even for those
with a codified moral ruleset, proven by the lack of definitive
cohesion among different branches of certain religions regarding
the interpretation of aforementioned codified rulesets. Nothing is
actually clear-cut, or “black and white”.) For the purposes of the
discussion of the technical methods of controlling a system's
adherence to a moral code, we will assume that the rules of
morality have been agreed upon.
There are a number of ways in which an AI system might make
its decisions, including procedural programming, declarative
programming, data-base training (both statistical and discrete),
neural network training, and free-mind. Continue to keep in mind
that actual machines lack the capacity for true moral reasoning as
of this writing, so the following discussion is focused on how best
to imbue a machine with the propensity for reasoning which most

closely resembles moral reasoning in humans; or has the best
chance of leading the machine to make decisions which are in line
with human moral conclusions.

3.1 PROCEDURAL PROGRAMMING
Procedural programming is the most straightforward. In procedural
programming, the programmer predetermines the possibilities, and
uses the If-Then-Else logical constructs in various forms. For
instance, "If there is a pedestrian in front of you, and you can go
around the pedestrian safely, then go around the pedestrian.
Otherwise, if there is a pedestrian in front of you, stop until the
pedestrian is no longer in front of you. Otherwise, keep going and
keep monitoring the situation." This is the easiest conceptual
method of controlling the moral actions of an AI. But in practice,
it's very difficult, because virtually every possible situation must be
considered and coded for beforehand. Such a system can't learn; it
can only be reprogrammed. One might argue that such a system
does not even meet the requirements for definition as AI, as there
is no “intelligence” aspect involved, at least as some define
computer “intelligence”. However, many AIs, including “expert”
systems, often come up with a number of scenarios, and assign
scores to each one, and then pick the action with the best score. So
in this case, procedural programming would likely score each
scenario (as time allows), and then execute the one with the highest
safety score. For example, when a car’s navigation system suggests
a route, it attributes points to various routes based on travel time;
lowest score wins. The same sort of point-scoring would normally
also be used in the methods discussed below.

3.2 DECLARATIVE PROGRAMMING
Declarative programming is straightforward to do, but the actions
which result from declarative programming are sometimes
surprising. In a declarative programming language, such as Prolog,
one does not define what the program will do. Instead the
programmer defines what the rules are, and leaves the plan of
execution to the programming environment. Algebra is a good
example of a declarative system. Given these equations:
x+y=6
x-y=0
No instructions are given as to how to solve the problem, yet it's
clear that x and y are both 3. Declarative programming can be
applied to AI including robotics, such as in JCB-English[7] and
JCB-Robotics[8]. Such systems use automated proving techniques,
and carry out actions that can be proven to be correct, based on
known facts and rules. Morality can be added to such a system
using rules suggested by Asimov (best exemplified in "I,
Robot"[9]), rephrased from the original “A robot shall not harm a
human, nor through inaction allow a human to come to harm” to
this:
For all x: If x is a human, you shall not
harm x.
(JCB keywords are shown in blue.) Such proofs are hard and fast,
and don’t allow for situational decisions, at least not without some
very complex rules.

“Hard and fast” rules can create their own problems. By way of
example, let’s take the famous trolley problem. Telling a machine
that it may not, under any circumstances, harm a human, would, in
this circumstance, cause the machine to be faced with a paradox. If
it takes action, or does not take action, someone comes to harm.
Such programming techniques do not allow for the weighing of
two unpleasant possibilities, and the selection of the best choice,
given those two possibilities, which according to its ruleset,
renders both options unselectable. In such a case, JCB-Robotics
would be unable to take any action at all.
The complexity in this case would be the establishment of rules
which allow for exceptions, which may, in practice, resemble the
system of epicycles which were meant to plot the orbit of celestial
bodies around the Earth: An overly-complicated web of holepatching.

3.3 DATA-BASE TRAINING, ALSO KNOWN
AS SUPERVISED MACHINE LEARNING
In data-base learning, the system learns from an external data-base,
and/or from its own experiences. For instance, there may be 1,000
situations, with the “correct” and “incorrect” (or “optimal” [the
best case, or score=1], “pessimal” [worst case, or score=0], and
“suboptimal” [all other choices, with 0<score<1]) choices pointed
out. As the system makes choices, it may look for an exact
situation, or look for similar situations, or patterns it can try to
match to. If there were situations in which several different choices
have been made in the training data (for instance, a car stops in
front of us, and 12 times the driver stops, and twice goes around to
the left), the system may have to use a best statistical guess (most
likely stopping, but with going around to the left as an option). In
this type of system, it’s not always possible to know exactly what
the system will do in a given situation. Such a system tries to
mimic the ethics of the person, people, or system that set up the
training data-base.
It is worth noting that such a system requires a feedback
mechanism in order to determine the acceptability of its choices
post-factum. In receiving positive or negative feedback, the system
is able to formulate inferences about the various specifics of a
given situation, and may eventually be able to translate the
expectations imposed upon it into a codified (or effective) ruleset.
Such a ruleset could then be disseminated to other machines as a
“shortcut”.
This type of learning can be used to build simple decision trees,
path lists, point-scoring systems, or more complicated methods
described below. In supervised machine learning, the machines
will learn morals from their “instructors” (using logs from original
drivers and from the corrections of backup drivers during
autonomous vehicle testing), even without conscious thought or
effort on the part of the instructors. If the instructors act morally,
then the AI will learn to act morally. The downside is that if the
instructors act amorally (or fail to act), then the AI will fail to learn
morals (or at least a moral action pattern).

3.4 NEURAL NETWORKS
A neural network is a collection of circuits that are designed to
mimic the way neurons in a brain are connected together. “Deep”
neural networks are basically several or many layers of neural
networks, connected in a multidimensional matrix. Such systems
are trained by presenting inputs, and directed as to the type of

output they should give. For instance, such a system could be
shown images of pedestrians, and set to avoid them. Each “neuron”
has its own settings, but the settings are often set using algorithms
tailored to specific needs. In building a neural network, those
building the network seldom know exactly how each neural circuit
is set; they only know the parameters for setting the parameters. In
effect, such networks tend to be “black boxes”, which are devices
whose inner workings are unknown to us. These networks behave
substantially as directed, but not in a way that can be fully
predicted. Such neural networks almost always use the database/supervised machine learning technique described above.
Neural networks bring up another ethical issue: Some say that all
we are just very complex, very deep, neural networks. If so, since
we’re fully conscious and self-aware, that may mean that neural
networks, at a certain complexity may themselves become
conscious and self-aware. How might we tell? Given that such a
system might not only act self-aware, but might actually be so,
would there be ethical limitations on interaction with, or treatment
of such a system? These matters, though important to consider,
require much more nuanced and lengthy discussion than the scope
of this paper considers.

3.5 FREE MINDS
Some researchers are working directly on implementing minds.
One such example is Miller’s Piagetian Autonomous Modeler[10]
project, which intends to allow machines to emulate thought and
learning processes. Such systems might be self-aware from the
start, and may have to be trained like babies. Again this begs the
question (and future research) as to whether such systems would be
computers or silicon-based people. The PAM project is currently in
its elementary stages of research.

3.6 THE RELATION OF THE ABOVE TO
TESTING
In the descriptions of AI types above, only the first method given
tends to have a reasonably finite number of known states we can
test. If, for instance, a system has 112 possible states, then we can
probably devise 112 tests and be done with the possible states. If
we’re in a “black box” situation, then we can’t even know all of
the tests that are required. If an action is based on multiple sensor
readings that have continuous value ranges, then again, there are a
nearly infinite number of possible test situations. We can’t
exhaustively test every possibility.
In general, every AI project involving the possibility of injury
should have a “red team”, whose members have the job of proving
that the system doesn't work. Red Teams generally try to set up
situations in which the project under test is most likely to fail.
Sometimes red teams will set up obstacles or surprises for the
system. Sometimes they’ll set up component failures, such as
disabling some sub-system or having a part fall off. Testing should
be both “Black Box” (in which the testers don't know how the
system works internally) and “White Box” (in which they do
know). If the Red Team can show a problem, then the product isn’t
yet safe. Red Teams are often used in ærospace work.

CONCLUSION
In conclusion, it appears clear that more care must be taken on the
part of the programmers and designers of AI, and certainly in the

case of users and testers and backup drivers. No AI should be
marketed under a name that implies it can do something it can’t. If
a safety feature, such as automatic cut-off is removed, there should
be an overriding reason. If videos or other logs show that a tester
had wavering attention, that person should not be testing. And
when an AI system lacks complete predictability in its behavior,
more simulation is likely appropriate. The tests should include
every potentially catastrophic scenario that the team can devise.
Perhaps the NTSB should have a collection of tests each system
would need to pass before a given system is allowed to operate
autonomously, in any sense.
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